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Abstract

We will demonstrate three techniques of image denoising through Singular Value Decomposition
(SVD). In the �rst method, we will use SVD to represent a single noisy image as a linear combination of
image components, which is truncated at various terms. We will then compare each image approximation
and determine the e�ectiveness of truncating at each term. The second technique, extends the concept of
image denoising via SVD, but uses a blockwise analysis to conduct denoising. We will show that blockwise
SVD denoising is the least e�ective at removing noise compared to our other techniques. Finally, we will
discuss image denoising with blockwise Principal Component Analysis (PCA) computed through SVD.
Compared to the �rst two techniques, this is a superior technique in reducing the image RMSE.

1 Image Denoising Using Singular Value Decomposition

1.1 Introduction

This section describes how Singular Value Decomposition (SVD) is used to denoise an image. Using SVD,
one can represent a matrix of image data as a linear combination of k component images. By �nding a
parameter gamma γ, which is the optimal kth image approximation, we can e�ectively reduce the noise in
an image.

1.2 Singular Value Decomposition

SVD is a matrix factorization. Using SVD, a X can be written as:

X = USV T (1)

however, this can be alternatively expressed in summation form as:

X =
N∑

i=1

siuivi (2)

where if X is an image, it can be expressed as a weighted sum of component images

uivi (3)

where ui's are the columns of the output basis, vi's are the rows of the input basis, and si's are called the
singular values which form the diagonal of the S matrix. The singular values can be thought of as a weighting
factor of the component images.
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Figure 1: One test image, g, that was used for all simulations

1.3 Procedure: Determination of the gamma parameterγ using SVD

1. We �rst add zero-mean additive white Gaussian noise (AWGN), n, to the original noiseless image, g,
to simulate a noisy image gn

gn = g + n (4)

with noise standard deviation, σ =0,5,10 and 15% of the dynamic range [0, 255].

2. SVD is applied to the noisy image gn

gn =
N∑

i=1

siuivi (5)

3. Compute all the image approximations, ĝk for k = (1...120)

ĝk =
k∑

i=1

siuivi (6)

4. The Root Mean Square Error (RMSE) is computed between all possible approximations k of the noisy
image and the original image:

RMSE =

√
1
N2
|ĝk − g|2 (7)

where N2 is the number of pixels in the image.

5. The �rst and fourth steps are run in a loop for a hundred times. The average RMSE is then calculated.

6. The index corresponding to the lowest average RMSE is γ.

7. The same procedure is used to compute γ for the di�erent values of noise standard deviation σ.

1.4 Results

One test image was used for all simulations in section 1 (Fig 1). For no noise, γ = 120 which produces
RMSE = 0 (Table 1 and Fig 6). Since there is no noise, adding all 120 components fully recovers the image
and this implies perfect reconstruction is only possible by adding all 120 component images. Fig 2 shows
that the 50thand 120th image approximation both are visibly indistinguishable, but the former has a lower
RMSE, shown in Fig 6. Fig 4 shows that the 120th image approximation contains more noise than the 14th

image approximation. Similarly from Fig 4 and 5 it can be seen that the 10th and 9th image approximations
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Figure 2: 1st, 50th, and 120th image approximations of the image for σ = 0%

Figure 3: 1st, 14th, and 120th image approximations of the image for σ = 5%

Figure 4: 1st, 9th, and 120th image approximations of the image for σ = 10%

Figure 5: 1st, 5th, and 120th image approximations of the image for σ = 15%

Noise Standard Deviation σ% Gamma γ

0 120
5 14
10 9
15 5

Table 1: Gammaγ for several values of noise
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Figure 6: Image RMSE vs. k for σ = 0, 5, 10, 15%. The lowest RMSE for each noise level is displayed.

(corresponding to a σv = 10% and 15% respectively) contains the least noise. This can be veri�ed from Fig
6.

All the γ's correspond to the least RMSE and as the noise level is increased it can be clearly seen that
the value of γ decreases indicating that all the components after γ contain more noise and hence needs to be
truncated. The RMSE (cases concerning images with noise) increases with a parabolic shape after reaching
a minima at the γ, until it plateaus. The plateau can be attributed to the fact that as the k increases,
the noise contained in the increases and tends to become maximum (the amount of noise that was actually
added to the image) as we reach the 120th image approximation. Therefore the RMSE between the original
image and the noisy image approximation tends to become a constant.

2 Using SVD blockwise for denoising

2.1 Introduction

In this second method, SVD is used similar to the �rst method, except instead of applying SVD to the
entire image for denoising, SVD is applied blockwise. In other words, the image is segmented into blocks
and analysis is applied to each block to determine the γ. The hypothesis is that segmenting the images into
blocks allows for better denoising results compared to applying SVD to the entire image (as described in
section 1). Each block is a�ected by noise di�erently, so denoising blockwise may result in better denoising
quality then compared to the �rst method.

2.2 Finding γ

To �nd γ, AWGN is �rst added to our original image, which is then segmented into block sizes of N =
(4, 5, 6, 8, 10). SVD is applied on each of the blocks, allowing us to express each block as a linear combination
of component blocks (Eq. 2). Each kth reconstructed image block was compared to the original noiseless
one via RMSE (Eq. 7). The RMSE was then averaged over 500 iterations. Gamma, γ, was chosen as the
lowest RMSE for the reconstructed images.
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Figure 7: Subplots of RMSE versus kth component with N = 4

2.3 SVD Blockwise Methodology

1. AWGN was added to our original image (120x120).

2. The noised image was then segmented into block sizes of N = (4, 5, 6, 8, 10).

3. SVD is applied on each of the block segments, expressing each as a linear combination of component
blocks.

4. The 1st through 3rd steps are run 500 times.

5. The average RMSE is then calculated.

6. Gamma γ is computed by �nding the minimum RMSE of the reconstructed image.

2.4 Results

Fig 7 through 15 shows the corresponding RMSE versus kth image approximation. Each plot of RMSE
versus kth image approximation are taken at di�erent levels of noise standard deviation, σ. The di�erent
plots represent di�erence blocksizes, N .

Figures 29 through 33 shows comparison pictures of the original noiseless image to the denoised image at
σv = 0.01, 0.02, and 0.03% with di�erent blocksizes N . Tables 2a through 2e show the RMSE of the noised
image and the denoised image with respect to σv = 0.01, 0.02, and 0.03% with di�erent blocksizes.
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Figure 8: Subplots of RMSE versus kth component with N = 5

Figure 9: Subplots of RMSE versus kth component with N = 6
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Figure 10: Subplots of RMSE versus kth component with N = 8

Figure 11: Subplots of RMSE versus kth component with N = 10
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Figure 12: Plot of RMSE versus kth image approximation with σv = 0%, N = (4,5,6,8,10)

Figure 13: Plot of RMSE versus kth image approximation with σv = 0.01%, N = (4,5,6,8,10)
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Figure 14: Plot of RMSE versus kth image approximation with σv = 0.02%, N = (4,5,6,8,10)

Figure 15: Plot of RMSE versus kth image approximation with σv = 0.03%, N = (4,5,6,8,10)
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σv Noised RMSE Denoised RMSE

1% 2.57 2.56
2% 5.06 4.84
3% 7.74 6.41

(a) Blocksize 4

σv Noised RMSE Denoised RMSE

1% 2.54 2.52
2% 5.05 4.73
3% 7.63 6.74

(b) Blocksize 5

σv Noised RMSE Denoised RMSE

1% 2.57 2.55
2% 5.08 4.72
3% 7.64 6.71

(c) Blocksize 6

σv Noised RMSE Denoised RMSE

1% 2.56 2.53
2% 5.10 4.68
3% 7.61 6.54

(d) Blocksize 8

σv Noised RMSE Denoised RMSE

1% 2.56 2.51
2% 5.14 4.70
3% 7.59 6.57

(e) Blocksize 10

Table 2: RMSE vs k at σv = 0.01, 0.02, and 0.03% with di�erent blocksizes N
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Figure 16: Subplots of RMSE versus kth component with σ= 5%, N = (4, 5, 6, 8, 10)
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Block size, N γ at σv = 1% γ at σv = 2% γ at σv = 3% γ at σv = 5%

4 3 2 1 1
5 3 2 1 1
6 4 2 2 1
8 5 3 2 1
10 5 3 3 2

Table 3: γ for di�erent noise std. dev. σv and blocksize N .

Blocksize RMSE of Denoising σ = 1% RMSE of Denoising σ = 3% RMSE of Denoising σ = 5%
4 2.56 6.41 9.30
5 2.52 6.74 9.14
6 2.55 6.71 9.29
8 2.53 6.54 9.65
10 2.51 6.57 9.56

Table 4: RMSE of denoised image with σv = 1%, 3% and 5% with di�erent blocksizes

2.5 Discussion

The RMSE plots shown are what we expected, it has a quadratic form as the noise level is increased (Fig 7 -
15). The AWGN that was introduced to the original image is contained in the higher kth components. With
0% noise, the RMSE values decrease to zero when more components are added. As the noise was increased,
the RMSE increased as higher components were added to the reconstructed image. At higher noise levels,
the RMSE plot loses a quadratic form and exhibited a plateau e�ect. Table 3 shows the denoising parameters
used in all the results shown above. Figures 29 � 33 show that as we add noise, the visual quality of the
reconstructed image decreases (which is di�cult to compare without a computer monitor). However, the
reconstructed image still has a lower RMSE compared to the original noisy image, indicating that SVD is
still able to remove noise (tables 2a-2e).

Figures 34 and 35 shows the comparisons of using di�erent blocksizes at σ = 1% and 3%, respectively.
Figure 34 shows comparable results of using di�erent blocksizes and their RMSE values (Table 3) indicate
that the results are similar, whereas �gure 35 shows that the denoising process on images with σ = 3%
resulting in poor visual quality and high RMSE. Based on the RMSE in table 4, a blocksize of N = 4
produces the lowest RMSE at σ = 3%.

This second method of denoising via SVD seems to only work well at low noise levels, speci�cally σv <
1%. Since we are using RMSE as a metric to evaluate the denoising performance, it does not necessarily
re�ect the visual quality of the denoising, which is subjective to the viewer. Comparing this technique to
the �rst method, denoising blockwise is not a good technique to be applied for high levels of noise.

3 Image Denoising with Principal Component Analysis computed

via Singular Value Decomposition

3.1 Principal Component Analysis

This section will demonstrate how Principal Component Analysis (PCA) can be used to remove noise from
images. PCA is a powerful statistical technique that is designed for determining lower dimensional repre-
sentations of sampled data, which at �rst glance in its original representation may seem unstructured and
random [1]. PCA allows us to �nd a basis which expresses the data set in a more compact and meaningful
form. PCA looks for directions of large variances and assumes they correspond to more relevant data. Given
certain conditions, PCA e�ectively projects the most relevant information into a lower dimensional subspace
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and the less important information will be represented by a larger number of basis vectors. Accordingly,
PCA can be viewed as representing the relevant data as a linear combination of fewer basis vectors compared
to our original basis. As we will see, in the case of noisy signals, PCA conveniently sorts the noisy image
data from least to most corrupted.

3.2 Method

3.2.1 Use of training data to aid in the PCA of an unknown signal

The noisy signal gn can be expressed as
gn = g + n (8)

where g is the uncorrupted original signal with noise n.
PCA creates a projection operator from the eigenvectors of a data covariance matrix CM of image data

gn:

CM = gT
n gn (9)

pi = {vi : CMvi = λivi andλi > λj and i < j} (10)

where pi are the rows of the projection matrix P . Note, that the rows of the projection matrix are sorted
in descending order of their corresponding eigenvalues' amplitude. The original data can be then projected
into a convenient representation m in the PCA basis

m = Pgn (11)

We will employ a mathematically identical but computationally superior method of obtaining the principal
components through SVD. SVD will be used to quickly compute the eigenvectors of the covariance matrix:

gn = USV T (12)

The columns of V are the eigenvectors of the covariance matrix CM , and thus

P = V T (13)

The complete projection operator, P , is a full rank matrix, the system is neither over or under-determined
and we can recover the initial noisy gn signal through simple multiplication of the inverse operator, P−1.
The projection matrix is unitary and thus the transpose is equal to the inverse

P−1 = PT (14)

recovering the noisy signal from m can be further simpli�ed to left multiplying by the transpose of P

PTm = P−1Pgn = Ign = gn (15)

We can use training data to aid in the PCA of an unknown signal. This means creating a projection
matrix which is not from the original signal but from a class of signals F = {F1, ..., Fx}, that are noise free
but with similar characteristics as the signal we wish to denoise.

CMt = FTF (16)

pi = {vi : CMtvi = λivi andλi > λj and i < j} (17)

This �trained� projection matrix can be even more e�ective in creating a useful representation of our noisy
signal. Since the trained projection matrix was created from a class of noise free signals it can better sort
the noisy information from our signal.
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The less corrupted information is associated with the larger eigenvalues and the rows of the projection
matrix are sorted in descending eigenvalue amplitude. One can simply truncate the projection matrix by
only keeping the �rst M rows and deleting the rest.

P# =

 p1

...
pM

 (18)

where M < N2, the dimensionality of the original signal. This is e�ectively saying we will ignore the
information associated with eigenvalue amplitudes less than λM . The projection matrix will now project the
signal from a high dimensional space to a lower dimensional space. The new representation m can now be
thought to only contain the 1...M principals components.

m = P#gn (19)

The noise reduced image is obtained by multiplying the transpose of the truncated projection matrix:

ĝ = P#Tm = P#TP#gn (20)

One can refer to
D = P#TP# (21)

as the denoising operator.
For this speci�c instance, denoising via truncation can be viewed from another perspective. The eigen-

vectors V span the space of our class of images. It has been observed that each eigenvector, sometimes
colloquially referred to as eigenfaces, loosely represent a spatial frequency representation of the projected
image space [3]. Thus each image can be represented is a linear combination of spatial frequency represen-
tations. If we assume noise occupies certain spatial frequencies of the image, we can use PCA to denoise
images. This is analogous to band pass �ltering.

One can determine the optimal truncation of P , i.e. how many rows M to keep by comparing the noise
reduced image to the original noise free image via the image RMSE (Eq. 7).

3.2.2 Blocksize PCA Denoising

In addition to the simple technique of projection matrix truncation there is an additional method that we
will employ. The test image and the training data will be divided into square blocks of pixel size N , with area
N2. The reason: PCA, seeks correlation within the training and test data. We cannot in general expect that
one portion of the image to be highly correlated with another portion of the image. In other words, PCA
cannot represent all areas of the image equally well [2]. There is a blocksize which optimizes the correlation
within all the relevant data in all the blocks in our image. We hypothesize that by conducting PCA in a
blockwise fashion, we will improve the training of the denoising operator, providing lower RMSE at certain
noise levels.

3.2.3 Implementation

We provide a brief explanation of our implementation of our simulation

1. Set the noise level σ

2. Add noise to the test image image

3. Varying the blocksize N

4. Segment the training data and noisy image into blocks and store the blocks as columns in data
matrices,F and gn

5. Vary the truncation number M
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Figure 17: The training images

Figure 18: The test image used throughout the simulation

6. Use SVD to �nd D and operate on data image gn

7. Compute the RMSE as a function of M and N

8. Repeat steps 1 through 7 100 times for various noise levels

9. Compute the average RMSE

3.3 Results

3.3.1 Test image with no noise

Ten face images are used to train our denoising operator [3] (Fig 17). While one test image will be used for
reconstruction throughout the simulation in this section (Fig 18).

The �rst simulation shows the reconstruction of the test image with no noise added (Fig 19). The RMSE
drops monotonically and reaches zero as expected when M = N2, the full dimensionality of the original
signal at each blocksize N = (2, 3, 4, 5, 6, 8, 10). (Larger blocksizes such as N = 120 were prohibited due
to computing constraints). Thus with no noise, we can use the full projection matrix to obtain perfect
reconstruction of the image. This plot illustrates the truncation error by only keeping the M largest rows
in the projection matrix. Even though PCA can represent much of the relevant data in the �rst several
principal components, complete reconstruction of the noiseless image requires one to keep all N2 rows of the
projection matrix. Note that as we increase the blocksize, the slope of the RMSE vs M decreases, meaning
that larger blocksizes require more projections to reach the same RMSE.
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Figure 19: RMSE vs M (projections) at σ = 0, for several values of blocksize N = (2,3,4,5,6,8,10). At each
blocksize the RMSE decreases monotonically with Mand reaches zero as expected at M = N2.

Figure 20: The reconstructed images of a initially noiseless test image with �xed blocksize N = 2. As the
numbers of projections, M, increases one can fully reconstruct the original image. (Top leftM = 1, top right
M = 2, bottom left M = 3, bottom right M = 4).

Figure 21: The �rst 10 eigenvectors of the covariance matrix, rastered into N ×N blocks. With N = 10.
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Figure 22: RMSE vs M for various N, σ = 1% of dynamic range or 2.5

We can also compare the reconstructed image at various M (Fig 20). This con�rms visually that as M
increases, the reconstructed image looks more like the original image. We can also observe that eigenvectors
do in fact show a loose representation of spatial frequency (Fig 21).

3.3.2 Test image with noise

We now turn our attention towards applying PCA to denoise a test image with zero mean AWGN added.
In general, we expect that as we add noise, PCA will be less able to sort less corrupted from more corrupted
data and the RMSE will increase. The addition of AWGN, which can be viewed as occupying the higher
principal component terms is evident in the increased RMSE associated with large M . In the case of PCA,
there will be a minimum RMSE at a certain M , not necessarily M = 1 or M = N2. We also expect the
RMSE of the optimal M and N (and general for all M and N) to increasing accordingly.

We ran several simulations at noise standard deviations σ =1, 5, 10, and 15% of the dynamic range
[0, 255] and plotted RMSE vs M. Each plot is averaged over 100 noise samples. At 1% noise, the RMSE
never reaches zero (Fig 22). Even at this low noise, we can see that complete reconstruction of the original
image is impossible. At the 5%, we can see that as M increases the RMSE begins to increase after reaching
a global minimum (Fig 23). The results at 10% and 15% provide a general trend (FIG 24 and 25). The
slope of the RMSE after reaching the optimal M increases with noise. There is an optimal M and at each
noise level even an optimal blocksize N (Fig 27). For example, at σ = 5% the optimal values for M and N
are M = 6 and N = 6, producing an RMSE of 7.60 (Fig. 28).

At low noises such as 1%, the optimal blocksize is somewhat irrelevant, however at higher noises, there
is an optimal N . From our simulation, it seems that the optimal blocksize tends to increase with noise.

We can therefore select the least noisiest image by �nding the reconstructed image that corresponds to
the optimal blocksize and projection number. In other words, select the blocksize N and projection number
M that corresponds to the minimum RMSE. Even without plotting RMSE, one can visually identify an
optimal projection M (Fig 26)
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Figure 23: RMSE vs M for various N, σ = 5% of dynamic range or 13

Figure 24: RMSE vs M for various N, σ = 10% of dynamic range or 25
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Figure 25: RMSE vs M for various N, σ = 15% of dynamic range or 38

3.4 Discussion

We have employed SVD to simplify the PCA denoising of images. PCA is a simple tool for reducing the
dimensionality of sample data by projecting the most relevant information into a low dimensional subspace.
The reconstruction of the image is based on the premise that the projection of the original image data not
only sorts relevant data from noise, but also can be thought of as spatial frequency representation of the
training images. By selectively truncating the projection of the original data and inverse projecting, we can
signi�cantly reduce the RMSE of images with AWGN.

It has been demonstrated at a zero noise, it is possible to obtain exact reconstruction of the original
image after taking the full projection. Increasing the number of projections signi�cantly reduces the RMSE.
However, as we increase the blocksize, the slope of the RMSE vs M decreases, meaning that larger blocksizes
require more projections to reach the same RMSE.

Like all denoising techniques, PCA cannot completely recover the original image when noise is added,
but it is possible to obtain an optimal number of projections and an optimal blocksize at each noise level
that minimizes the RMSE. Thus it is correct to assume certain blocksizes at a given level noise can optimize
the training of the denoising operator. We've seen in our simulation, the optimal blocksize tends to increase
as we add noise.

4 Summary

We have shown that SVD can be applied in three techniques to remove AWGN from image data. In the
�rst and most simplest method, we used SVD to represent a single image as a linear combination of image
components, which is truncated at various terms. This quick technique yielded noticeably visible results.
This technique was able to yield a optimal RMSE = 8.59 with γ = 14 at σ = 5%.

The second technique, extended the idea of the �rst technique but used a blockwise analysis to conduct
denoising. At σ = 5%, the γ = 1 and the RMSE = 9.14. Blockwise SVD denoising tends to only yield
e�ective results at very low noise levels <1% of the dynamic range. In other words at high noise levels, γ
is often k = 1. We've seen that an image approximation consisting of a single component image is a poor

19



Figure 26: We can visually identify an optimal M for a given N. In the above �gure, we see that noise
corrupts the reconstructed image at high M, but at low M, the RMSE is dominated by a lack of projections.
In this example N = 6 and σ = 6%.
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Figure 27: Optimal RMSE vs N at σ =1, 5, 10, & 15%. At low noises the optimal blocksize is nearly
irrelevant. Blocksize however can more more important at higher noises.

Figure 28: At σ = 5%, at optimal blocksize N = 6, a comparision of the 1st, optimal M = 6th, and M = N2

reconstructed images. In other words, the middle image is the image with the lowest RMSE at this noise
level
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representation of the original image. Comparison to the other two techniques proves that this method to be
the least e�ective for any noise standard deviation above a few percentage.

The third and most e�ective technique is denoising with blockwise PCA computed through SVD. De-
noising via PCA produced optimal an RMSE = 7.60 at σ = 5%, which is slightly lower than the �rst two
techniques at the same noise level. Given the ease at which PCA can be conducted to denoise images, this
is a strong candidate over simple denoising via image approximation truncation with SVD.

Future research could extend the number of possible blocksizes to con�rm the trend of optimal blocksize
in the PCA method. We were unable to train over a blocksize of N = 120 due to memory constraints.
A comparison of trained denoising with PCA with the full image blocksize would allow us to compare the
e�ectiveness of a blockwise versus non-blockwise technique. We also could test the robustness of the training
data in denoising images, for example how uncorrelated can the test image be compared to the training set
for PCA to be useful in denoising.
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5 Appendix: Figures for Method 2

Figure 29: Figures of denoised images for blocksize 4 for σ= 0,0.01,0.02,0.03%
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Figure 30: Figures of denoised images for blocksize 5 for σ= 0,0.01,0.02,0.03%
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Figure 31: Figures of denoised images for blocksize 6 for σ= 0,0.01,0.02,0.03%
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Figure 32: Figures of denoised images for blocksize 8 for σ= 0,0.01,0.02,0.03%
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Figure 33: Figures of denoised images for blocksize 10 for σ= 0,0.01,0.02,0.03%

27



Figure 34: Figure of denoised images for σv = 0.01 with N=(4,5,6,8,10)
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Figure 35: Figure of denoised images for σv = 0.04 with N=(4,5,6,8,10)
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