
Automatic Classification of Tongue Gestures in Ultrasound Images

Noninvasive real-time recognition of tongue gestures during natural speech could enable a wide
range of applications, from enhanced speech recognition that merges multiple sources of informa-
tion (along with audio and video, e.g., Bernstein & Benoı̂t 1996; Movellan & Mineiro 1998; Zhu
et al. 2007), to “silent speech” systems for recognizing or synthesizing speech in situations where
quiet is required or voiced speech is impossible (such as in larynx cancer patients; Hueber et al.
2007, 2009; Deng et al. 2009; Toda et al. 2009; Toth et al. 2009). Ultrasound is an effective non-
invasive method for imaging the tongue surface during speech, however previous systems have
typically required manual (or semiautomatic) extraction of the tongue contour, which is highly
labor intensive (Stone 2005) and precludes real-time use.

Inspired by the Eigenfaces method of Turk and Pentland (1991) for vision-based face recogni-
tion, Hueber et al. (2007, 2009) recently developed the Eigentongues method, in which principal
components are extracted from 50x50 pixel ultrasound images and used as the input representation
for a dynamical model of speech (Fig. a, b). In this paper we present two alternative represen-
tations of ultrasound images of the tongue, inspired by recent methods for recognition of facial
expressions in video (Littlewort-Ford et al. 2004; Bartlett et al. 2006; Susskind et al. 2008), which
offer vastly improved performance over contour-based and Eigentongue-based methods in simple
frame-by-frame analysis and are appropriate for fully automatic, real-time recognition of speech
gestures.

In the first representation, a 27x40 pixel ultrasound image was convolved with a bank of Gabor
wavelets. A Gabor wavelet is a planar sinusoid at a fixed frequency and orientation multiplied by
a Gaussian envelope (Fig. c). We used 40 Gabors (8 orientations at 5 frequencies each), and com-
bined the sine and cosine parts of each Gabor to get a Gabor “energy” image for each orientation-
frequency (Fig. d, e). The energy images were concatenated, resulting in a 43,200 dimensional
representation.

In the second representation, called deep belief networks, instead of using a fixed Gabor rep-
resentation, a hierarchical latent binary variable model of ultrasound images was trained proba-
bilistically in the manner of Hinton and Salakhutdinov (2006), and the weights in this model were
then used as the initial weights of a neural network with three hidden layers using 1296, 1296, and
5400 units, followed by a final softmax output layer with 5 units. This network was then trained to
recognize the 5 categories using conjugate gradient descent.

To compare the representations, a set of 750 ultrasound images from a single speaker were
labeled as exhibiting one of the following consonants: /p, t, k, r, l/. We trained classifiers us-
ing: (1) manually extracted tongue contours, (2) Eigentongues, (3) Gabor filters, and (4) deep
belief networks. For the first three, the extracted representation was used as the input to a multi-
class support vector machine (SVM; Vapnik 1996) using libSVM (Chang & Lin 2001), while the
deep nets method performs feature extraction and classification jointly. We found that the tongue
contour method and Eigentongue methods performed comparably, achieving 54% and 52% clas-
sification accuracy respectively. The Gabor + SVMs and deep belief net performed considerably
better, achieving 95% and 93% accuracy respectively. These results were for classification of in-
dividual frames, without the benefit of any dynamical model. These results suggest that valuable
information may be lost when considering only the tongue surface contour, and applications in-
volving multi-modal speech recognition and silent speech interfaces may benefit from using more
complex representations of the entire ultrasound image.
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Figure: (a) The first 10 Eigentongues resulting from PCA of the data set. (b) A sample image together
with reconstructions using the first 5, 10, 15, and 20 Eigentongues. (c) Sample Gabor filters showing dif-
ferent orientations. (d) A sample image together with (e) the Gaborized representation. Ultrasound images
are cropped to 27 x 40 pixels and then passed through a bank of Gabor filters at 8 orientations (uniformly
between 0 and π radians) and 5 spatial frequencies (2:32 pixels per cycle at 1 octave steps). Output mag-
nitudes are then normalized. The Gaborized representations are concatenated together before being sent to
the SVM. Although this operation increases the dimensionality 40 fold, the SVM performs better on the
Gaborized representations.
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